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Significance 

The extent to which human 
adaptations have persisted 
despite strong eroding forces 
such as admixture, drift, or 
fluctuations in selection 
pressures remains unknown. 
Understanding which loci are 
particularly resilient to such 
forces may shed light on the 
traits that were important for 
humans across time. Using a 
domain-adaptive neural network 
that accounts for simulations 
with misspecified demography 
relative to the data, we identified 
several sweeps at loci encoding 
neuronal, reproductive, 
pigmentation, and signaling traits 
persisted from the earliest time 
periods to the present, revealing 
the resilience of these sweeps to 
strong admixture events. 
Moreover, we find that hard 
sweeps, driven by single 
beneficial mutations, dominated 
throughout human history, 
consistent with the historically 
low human population sizes. 

The extent to which human adaptations have persisted throughout history despite strong 
eroding demographic events such as admixture, genetic drift, and fluctuations in selec-
tion pressures remains unknown. Understanding which adaptations were resilient to 
such forces may shed light on traits that were important for humans across time. Yet, 
detecting selection from ancient DNA is challenging due to severe degradation of the 
data and/or signal. Here we detect selective sweeps using a domain-adaptive neural 
network (DANN) trained on simulated data and applied to more than 800 ancient 
and modern Eurasian genomes spanning the last 7,000 y. We show that the DANN can 
account for simulation misspecification, or discrepancies between simulations and real 
ancient DNA, improving the ability to detect sweeps in real data compared to standard 
convolutional neural networks or standard statistics. Application of the DANN to data 
recovered 16 known sweeps at loci including LCT, HLA, KITLG, and OCA2/HERC2, 
and revealed 32 novel sweeps. All identified sweeps were classified as hard, consistent 
with historically low population sizes. While some sweeps were lost over time, 14 sweeps 
at loci involved in functions including neuronal, reproductive, pigmentation, and sig-
naling traits persisted from the earliest to the most recent time periods. In most cases, 
the most frequent haplotype remained at high frequency across time. Together, these 
results indicate that hard sweeps predominated in ancient Eurasians and that several 
ancient selective events were resilient to strong admixture events. 

ancient DNA | selective sweeps | human evolution | adaptation | deep learning 

The growing availability of ancient DNA (aDNA) has revolutionized our ability to study 
how evolution has shaped human populations over the past ~12,000 y. The transition 
from mobile hunter-gatherer groups to sedentary, agriculture-based societies introduced 
profound selective pressures including shifts in diet, sustained contact with domesticated 
animals, and heightened pathogen exposure (1, 2). During this same period, repeated 
waves of migration and admixture among Western Hunter-Gatherers, Anatolian early 
farmers, and Steppe pastoralists continually reshaped the genetic landscape of Eurasia. 
These demographic events may have diluted or masked historical selective sweeps in 
present-day genomes (3), leaving the prevalence, persistence, and modes of selective sweeps 
across Eurasian populations largely unresolved. 

Characterizing the targets as well as the mode and tempo of positive selection in aDNA 
can reveal the mechanisms and rate of human evolutionary change. However, the ability 
to detect adaptation in aDNA can be challenging for a number of reasons, including low 
read coverage, short read lengths, high levels of missing data (MD), and the complex, 
often poorly characterized demographic history of human populations. Despite these 
challenges, several studies have shown that directional selection in humans may have been 
widespread (3–5). However, these studies have largely been powered to detect classic 
“hard” sweeps, in which a single adaptive variant rising to high frequency leaves behind 
a characteristic dip in diversity with a single dominant haplotype. In addition to hard 
sweeps, there may have been “soft” sweeps, whereby multiple adaptive variants rise to high 
frequency simultaneously given large mutational inputs or abundant standing genetic 
variation (SGV) at the onset of selection (6, 7). Soft sweeps are more challenging to detect 
given that they leave behind more subtle signatures in the data due to there being multiple 
haplotypes rather than a single haplotype at high frequency (8, 9). Given the combination 
of data challenges, which can generate misleading signals that appear adaptive but actually 
stem from demographic forces or data artifacts (10–13), and the difficulty in detecting 
soft sweeps, it remains unknown how many historical sweeps have been missed and 
whether they were hard or soft. 

Deep learning methods have emerged as a powerful tool in population genetics to 
address a wide variety of inference problems from genomic data including demographic D
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inference (14, 15), estimating recombination rates (16, 17), and 
detecting selection (16, 18–22). In particular, convolutional neural 
networks (CNNs) have proven particularly effective in detecting 
selective sweeps, largely due to their ability to extract complex 
patterns from noisy, high-dimensional population genetic data. 
Notably, CNNs can natively handle images of raw genotype matri-
ces as input data, eliminating the need to extract summary statis-
tics (16, 18). Despite their flexibility and strong performance on 
modern data and other organisms (16, 19), deep learning methods 
have not yet been applied to aDNA to detect selection, although 
they have begun to be applied to temporal genomic data (22). 

A key limitation to current approaches is that they rely on large 
amounts of labeled training data, which are typically generated 
through simulations based on simplified models that are restricted 
in their ability to fully capture the complexities of real genomic 
data. Discrepancies between simulated and real datasets can arise 
from inaccurate assumptions about demography, mutation and 
recombination rates, or from data artifacts. Additionally, modeling 
features such as large effective population sizes (Ne  ), heterogeneous 
recombination landscapes, or complex demographic histories can 
be computationally intensive (17, 23), making such simulations 
impractical at the scale required for deep learning. 

This mismatch between simulated training data and real 
genomic data, known as a simulation misspecification (24), can 
reduce model accuracy and lead to inferences from data that are 
not robust. Several strategies have been proposed to address this 
issue including adaptive reweighting of training examples (19, 25, 
26). Domain adaptive neural networks (DANNs) (27, 28), have 
recently been proposed as another alternative to mitigate simula-
tion misspecification (27). 

Domain adaptation aims to improve generalization by enabling 
a model trained on data from a source domain, in this case sim-
ulated data, to perform well on a target domain with different 
properties, such as real population genomic data (29). This tech-
nique is widely applied in computer vision: for example, facial 
recognition models trained on high-quality studio images can be 
adapted to perform more reliably on lower-quality surveillance 
footage (30, 31). It is also used in natural language processing, 
where models trained on reviews of books may require adaptation 
to accurately interpret sentiments in reviews of other products 
(32, 33). In biology, domain adaptation has been used to predict 
transcription factor binding across distinct species (34). Building 
on these applications, Mo and Siepel demonstrated that domain 
adaptation could also be leveraged to improve population genetic 
predictions, including detecting selective sweeps, inferring selec-
tion strength, and estimating recombination rates in the face of 
demographic misspecification (27). 

Given the unique challenges of aDNA, domain adaptation 
presents a powerful framework for characterizing selection across 
different periods of human history. Here, we propose an applica-
tion of a DANN to distinguish between hard sweeps, soft sweeps, 
and neutrality in aDNA and modern DNA. We find that hard 
sweeps were more common than soft sweeps throughout human 
history, consistent with historically low population sizes, and that 
several sweeps have persisted over multiple time periods, implying 
resilience to major demographic events and potentially sustained 
selective pressures over human history. 

1. Results 

1.1. Data. In this work, we train a DANN to detect selective 
sweeps from 708 previously published (35–47) aDNA samples 
from Europe that we analyzed previously (48), dated between 
6500 and 1345 BP (Fig.  1 A and B). These samples are from 

populations that underwent major admixture events, including the 
migration of Anatolian farmers into Europe and their admixture 
with local Mesolithic hunter-gatherers around 8500 BP, as well 
as the mixing of European farmers with steppe pastoralists at the 
onset of the Bronze Age ~5000 BP (49) (Fig. 1C). This transitional 
period is particularly important for studying adaptation, as it has 
been hypothesized that admixture has obscured selective sweep 
signatures in modern humans and as a result the extent of selection 
has likely been underestimated (3). 

Based on direct radiocarbon dates and archaeological context, 
the samples were grouped into four chronological periods based 
on f4  statistics, time period (based on direct radiocarbon dates or 
precisely dated archeological contexts), and geographic location, 
resulting in genetic homogeneity within each group with little or 
no amounts of ancestry from other populations that entered 
Europe at the time, as described previously (40, 48). The four 
groups were as follows (Fig. 1B): 

Neolithic (N):   Individuals of European Hunter-Gatherer and 
Anatolian farmer ancestry dated between 6500 and 5019 BP. 

Bronze Age (BA):  Individuals from the Bell Beaker cultures of 
Western and Central Europe, dated between 4495 and 3808 BP. 

Iron Age (IA):  Individuals from Iron Age Britain and Western 
Europe dated between 3995 and 2350 BP. 

Historic period (H):  Individuals from Roman and late antique 
periods between 2300 and 1345 BP. 

To ensure data quality, we only included samples for which a 
number of criteria could be met (SI Appendix, Text S1), including 
requiring hybridization capture on at least 1.2 million positions, 
having a minimum of 15,000 SNPs such that robust population 
genetic inferences could be performed, lacking significant con-
tamination on the mtDNA or X chromosome (in males), being 
unrelated up to the third degree, and being treated with the same 
Uracil-DNA Glycosylase process during library preparation. The 
last two bases were trimmed from each read to exclude the most 
damaged regions of aDNA. After selecting high quality samples, 
to have similar power to detect sweeps across different time peri-
ods, we chose the 177 samples with highest coverage for each time 
period for further analysis, resulting in a total of 708 genomes 
(Dataset S1). These 177 samples were subsequently down sampled 
per analysis window to the 150 samples with the least amount 
of MD. 

Additionally, we analyzed data from 99 modern European sam-
ples (CEU) from the 1000 genomes project (53). We restricted 
the 1000 genomes samples to the 1.2 million positions that were 
in the aDNA capture array. 

1.2. Architecture of the DANN for Sweep Detection. Since the 
goal of the DANN is to both classify sweeps from neutrality and 
unlearn differences between domains, a DANN differs from a 
more traditional neural network classifier by including not only 
a classification branch, but also including a discriminator branch 
that distinguishes between a source domain (e.g., simulations) and 
a target domain (e.g., real data) (Fig. 2). One strategy for domain 
adaptation, which we use here, is the addition of a gradient 
reversal layer (GRL) (28). During backpropagation, the sign of 
the gradient of the loss of the discriminator is reversed through 
the GRL, penalizing features that discriminate between domains 
and promoting domain-invariant features that are essential for 
sweep classification (SI Appendix, Text S2). 

As input to the model, we provided images of haplotypes sorted 
by the frequency of most to least common haplotype. Because of 
the low coverage nature of aDNA as well as ascertainment bias in 
calling ancient SNPs, previous work has shown that heterozygous 
sites are not always reliably determined. To address this issue, we D
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Fig. 1. Location and age of samples included in study. (A) The locations of the 708 ancient human samples colored by their corresponding time periods. (B) 
Archeological or radiocarbon dates for each sample in BP. Each data point represents one sample and the colors indicate broader groupings according to 
four time periods. (C) Diagram of West Eurasian population history. Modern Europeans are composed of three main ancestries: Western Hunter-Gatherers, 
Anatolian early farmers, and Steppe pastoralists. The vertical gray segments represent distinct population branches and arrows represent population splits 
and admixture events. Shown are four main branches: the African (Mbuti) branch, Eurasian branch, West Hunter-Gatherers (WHG), CHG, and Eastern Hunter- 
Gatherers (EHG). Highlighted are the time ranges which our samples come from in the Eurasian branch. Also highlighted are the admixture proportions and 
timing of events. The red arrow depicts a major admixture event overlapping the timeframe during which our samples were collected. The full schematic of the 
model with all associated parameters can be found in Souilmi et al. 2022 and original studies from which these parameters were estimated (3, 50–52). 

used our previous approach (48) to “pseudo-haplodize” the data 
by randomly selecting one of the reads mapping to a position and 
assigning the genotypes of the read as the genotype of the sample 
at that site (SI Appendix, Text S2). These data were then used as 
input to the DANN. 

The images provided to the DANN are n × S  biallelic genotypic 
matrices representing the allelic states at S  = 201 segregating sites 
across n  = 150 pseudo-haplotypes (Fig. 2B). These parameters 
reflect our previous findings (48) that a window size of 201 seg-
regating sites spanning approximately ~450 kb in aDNA is ade-
quate for capturing signals of selection in this dataset using 
haplotype homozygosity statistics. In addition, sorting haplotype 
images based on haplotype distances or frequencies has been 
shown to be essential for strong performance of CNN models (16, 
18, 54, 55). We tested the ability of four different sorting 
approaches to distinguish hard sweeps, soft sweeps, and neutrality 
(SI Appendix, Fig. S1 and Text S3): (1) sorting by distance to the 
most common haplotype, designed to emphasize elevated haplo-
type homozygosity typical of hard sweeps, 2) sorting haplotypes 
by highest to lowest frequency, designed to emphasize the presence 
of multiple high-frequency haplotypes characteristic of soft 
sweeps, 3) sorting a central 51 SNP window by the distance to 
the most common haplotype within a 201 SNP window, designed 
to allow the model to utilize information both at the sweep center 
and flanking regions, and 4) sorting a central 51 SNP by haplotype 
frequency within a 201 SNP window. While all sorting approaches 
had improved power relative to no sorting, sorting by haplotype 
frequency had the highest power for detecting soft sweeps, as this 
sorting strategy likely best presents to the model the presence of 
multiple haplotypes at high frequency characteristic of soft sweeps. 
Thus, in all analyses going forward, we sort by haplotype 

frequency. In the future, however, leveraging permutation-invariant 
layers may improve the generalizability of our model for other 
population genetic tasks (55).  

1.3. Benchmarking DANN Performance. 
1.3.1. Robustness to domain shift and MD. Before applying a DANN 
to aDNA, we first assessed its ability to distinguish neutrality, hard 
sweeps, and soft sweeps under varying levels of misspecification 
between the source and target domains. Specifically, we simulated 
different degrees of mismatch in demography and MD rates 
between the target and source domains, as these two factors were 
expected to generate the greatest discrepancies between real data 
and simulations. In all scenarios, the target domain, used as a 
proxy for real aDNA, consisted of simulations under a previously 
inferred admixture model describing ancient Europeans (3, 50– 
52) (Fig. 1C) with 43% MD per base pair, matching the MD rate 
of the aDNA samples analyzed in this study (SI Appendix, Fig. S2 
and Text S4). The source domain varied in both demographic 
history and MD rate, with different variants of the admixture 
model (SI Appendix, Fig. S3) and a constant Ne  = 104 model, and 
with either low (5%) or high (43%) MD. 
To evaluate the effect of the discriminator branch on the ability 
of the DANN to correctly classify sweeps, we compared the 
performance of the DANN to that of an otherwise identical 
CNN without a discriminator in two evaluation settings. In the 
hypothetical best-case scenario, the source and target domains 
share the same demographic model and MD rate, such that there is 
effectively no domain shift. In this setting, the CNN is trained and 
tested on data drawn from the same distribution, and the gradient 
reversal layer of the DANN is therefore expected to provide no 
benefit. This setting serves as an upper baseline on classification D
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A 

B 

Fig. 2. Domain adaptive neural network for detection of selective sweeps. (A) DANN Architecture. Haplotype images from both the source and target domains 
are passed through a series of convolutional layers, with dimensionality reduced by max-pooling steps (green). The output is flattened into a feature vector, 
which is then processed by two branches of fully connected layers: the classifier, which predicts the sweep class (blue), and the discriminator, which distinguishes 
between domains (yellow). During backpropagation, the GRL inverts the loss from the discriminator, discouraging the model from differentiating between the 
domains and promoting domain-invariant features. The gray arrows indicate the forward pass and black arrows indicate backpropagation. (B) Genomic data 
representation. Genomic data are represented as images, with rows corresponding to sampled haplotypes and columns to segregating sites (201 SNPs). Each 
pixel represents the occurrence of a specific allele with major allele shown in red, minor allele in black, and MD in white, coded as −1,1 and 0 respectively. On 
the left, we show a haplotype image of a simulated partial hard sweep where no sorting was applied. To the right we show the same image but sorting the rows 
(haplotypes) by frequency. 

performance. By contrast, in the mismatched setting, the same 
CNN architecture is trained on the source domain but evaluated 
on a target dataset that differs in demography and/or MD 
patterns. This scenario reflects a typical application of a CNN, in 
which the distribution of the target data is unknown and shifted 
relative to the training distribution (standard CNN). Comparing 
CNN performance in the matched and mismatched settings to 
that of the DANN allows us to quantify the extent to which 
the discriminator branch improves classification performance 
specifically under domain misspecification. 
We found that for all simulation scenarios, the DANN 
outperformed the CNN, albeit modestly, when the target and 
source domains did not match, demonstrating its ability to 
mitigate misspecification (Fig. 3 and SI Appendix, Figs. S4 and 
S5). While there is improvement, the DANN cannot completely 
correct for misspecification, as the hypothetical best-case scenario 
with matching domains always performs best. Additionally, we 

found that the DANN could correct for mismatch in demography 
better than mismatch in MD rates between target and source 
domains with the DANN performing slightly better in mitigating 
the most extreme misspecification in demography [constant Ne 
vs. Admixture; area under the precision–recall curve (AUPRC) of 
0.814] compared to the most extreme misspecification in MD rates 
(5% vs. 43%; AUPRC = 0.80) (Fig. 3A). Likely, the lower power 
of the DANN under the MD misspecification scenario reflects the 
severity of the mismatch in domains. Increasing the levels of MD 
directly removes information and reduces the signal available for 
classification. By contrast, demographic misspecification, while 
shifting patterns of variation, still preserves key sweep-associated 
features, allowing the DANN to better learn representations that 
are invariant to demographic differences. 
1.3.2. Generalization to aDNA. Since aDNA will ultimately be 
the target data for the DANN, to test its ability to discriminate 
between neutrality, hard, and soft sweeps in this more realistic D

ow
nl

oa
de

d 
fr

om
 h

ttp
s:

//w
w

w
.p

na
s.

or
g 

by
 C

O
L

D
 S

PR
IN

G
 H

A
R

B
O

R
 L

A
B

O
R

A
T

O
R

Y
 o

n 
Ju

ne
 2

6,
 2

02
6 

fr
om

 I
P 

ad
dr

es
s 

14
3.

48
.6

.4
9.

http://www.pnas.org/lookup/doi/10.1073/pnas.2528672123#supplementary-materials
http://www.pnas.org/lookup/doi/10.1073/pnas.2528672123#supplementary-materials


PNAS  2026  Vol. 123  No. 17 e2528672123 https://doi.org/10.1073/pnas.2528672123 5 of 11 

A B 

Fig. 3. Domain adaptive neural network improves the detection of selective sweeps in simulated data that mimics aDNA. (A) Ability of the DANN to correctly 
classify hard sweeps, soft sweeps, and neutrality. In all scenarios, the target domain, used as a proxy for real aDNA, is composed of simulations of the human 
admixture model (3, 50–52) with a 43% MD rate per base pair. The source domain is specified on the x-axis, where “AdmixMiss1” and “AdmixMiss2” refer to 
models drawn in SI Appendix, Fig. S3. In red and yellow are a CNN and DANN, respectively, tested on mismatching domains with the source having different 
demographic models and/or MD rates from the target. This is compared with a hypothetical best case simulation benchmark CNN (gray), representing an upper 
bound on performance. This benchmark was trained and tested on matching source and target domains. (B) Precision–recall curve for detection of sweeps 
(hard and soft) vs. neutrality using a constant Ne = 104 model as a source domain and the human admixture model as a target domain, both with an average 
of 43% MD per site. 

scenario, we trained the DANN with real aDNA for the target 
domain and simulated data for the source domain. We found 
that when we evaluated the performance of the DANN in this 
scenario, the performance was similar to that of the scenarios 
where both target and source were simulated data (SI Appendix, 
Fig. S6 and Text S5). 
1.3.3. Ability of the DANN to detect sweeps of varying strengths, 
frequencies, and softness. The ability to detect selective sweeps 
may vary with the strength of selection, whether the sweep is 
partial or complete, and the softness of the sweep. To evaluate 
the performance of the DANN across evolutionary scenarios, we 
varied selection strength, sweep frequency, and sweep softness 
in simulations where the source domain was the constant Ne 
model and the target domain was the human admixture model. 
We simultaneously compared the performance of the DANN to 
that of H12, a haplotype-based statistic capable of detecting both 
hard and soft selective sweeps (56) that was recently applied to 
aDNA (48). 

   Specifically, we tested the performance of the model on weak 
(s ~ [0.005, 0.05]) and strong (s ~ [0.05, 0.1]) selection. We found 
that when selection is weak the DANN is able to distinguish 
sweeps from neutrality with an AUPRC of 0.89, and when selec-
tion is strong, the AUPRC is 0.98 (SI Appendix, Fig. S7A), out-
performing H12 (AUPRCs of 0.827 and 0.977 for weak and 
strong selection, respectively). This was also the case when evalu-
ating the ability of detecting hard sweeps and soft sweeps sepa-
rately (SI Appendix, Figs. S7 and S8). Additionally, we tested the 
performance of the model on partial and complete sweeps. We 
found that the DANN outperforms H12 in all scenarios tested 
with the exception of complete hard sweeps with strong selection 
(SI Appendix, Fig. S7). 

   Finally, we tested the ability of the DANN to detect soft sweeps 
of varying softness modulated by rate of input of adaptive muta-
tions θA = 4NeµA, where µA is the adaptive mutation rate. We asked 
how often soft sweeps are misclassified as hard sweeps and vice 
versa, conditional on being distinguishable from neutrality (SI 
Appendix, Fig. S8). We found that the majority of hard sweeps 
(82%) are correctly classified as hard, with this percentage increas-
ing to 93% for strong selection. Similarly, we found that the 

majority of soft sweeps (~75%) are correctly classified as soft, with 
this percentage increasing to 86% as θA increases to 5 when the 
signatures of hard vs. soft sweeps become most distinct.   

1.4. Application of the DANN to aDNA and Modern Humans. 
Having confirmed the ability of the DANN to detect selective 
sweeps in simulations, we now apply the model to aDNA to 
discover selective sweeps. We focus on a DANN trained using 
aDNA as the target domain and simulations generated under the 
admixture model shown in Fig. 1 with a 43% MD rate as the 
source domain (Section 1.3.2). We applied the DANN genome- 
wide in sliding windows of 201 SNPs, advancing each window 
by 10 SNPs. To ensure predictions are well supported by more 
than one window, we averaged the predicted probabilities every 
five consecutive, overlapping windows, generating the final class 
predictions (SI Appendix, Text S6). The class (hard sweep, soft 
sweep, or neutral) with the highest mean predicted probability 
across the five windows was then assigned to the genomic position 
corresponding to the location of the central window of the 5 
consecutive windows. We show the resulting scan across the 
aDNA time transect in Fig. 4A, where windows predicted to be 
hard sweeps are shown in red, soft in blue, and neutral regions 
in gray. In addition, In Fig. 4B, we show a scan on the modern 
European population. This scan was generated using a different 
model trained on modern human data as the target domain 
(SI Appendix, Text S5). 

To avoid calling the same selective sweep multiple times, we 
grouped consecutive nonneutral windows into a single sweep. 
Additionally, to ensure distinct selective events, we further required 
distinct sweeps to be at least 1.5 Mb apart. Within each sweep, 
we identified the representative window as the one with the highest 
sweep probability (the highest –log(probability of neutrality)). 

We identified a total of 48 unique sweeps in ancient humans 
(Fig. 4A) and 28 selective sweeps in modern humans. Among the 
48 ancient human sweeps, over half the sweeps recurred across 
multiple periods with 5 detected in all periods, 8 in three, 12 in 
two, and 23 in only one (SI Appendix, Fig. S9 and Table S1). 
Additionally, 18 ancient sweeps were found to persist in modern 
humans, resulting in 58 unique sweeps across all ancient and D
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A 

B 

Fig. 4. Genome-wide selection scan with the DANN in ancient and modern data. Results for the DANN are shown for all four ancient time periods (A) and for 
modern Europeans (B), highlighted at the top of each panel. The time period range is specified as BP. The y-axis shows the probability of selection −log(Pneu) 
predicted using the DANN, whereby a high value indicates the window is likely under selection. The x-axis shows the genomic position. The DANN was trained 
using a human admixture model with MD as the source domain and aDNA data as target domain. Windows predicted as hard sweeps are colored in red and 
windows predicted as soft are colored in blue. Canonical sweeps previously reported in the literature are indicated above their respective genomic positions. 
We highlight with gray vertical bands 14 sweeps that are present across the two ends of the major admixture event that occurred ~4.5 kya, that is sweeps that 
are detected in earlier periods (N or BA) and are also detected in later periods (H or CEU). 

modern periods. In Fig. 4, gray vertical bands highlight 14 sweeps 
that span the major admixture event that occurred ~4.5 kya, being 
detected in earlier periods (N or BA) and persisting into later 
periods (H or CEU). 

To assess the robustness of our sweep inferences in ancient 
humans, we trained two additional models varying the source 
domain, including a constant Ne   instead of admixture model with 
5% instead of 43% missing data rates, and a model trained on 
soft sweeps from SGV instead of de novo mutations. We observed 
high concordance across models both in sweep detection and clas-
sification, with 44 sweeps overlapping in all three scans (SI 
Appendix, Figs. S10A and S11 and Table S1). 

Out of the 48 sweeps detected in ancient humans (Fig. 4A), 16 
overlap with recent studies (3–5, 35, 48, 57, 58). We do not 
consider sweeps as novel candidates if they are within 1 Mb away 

from genes that have been previously identified as sweep candi-
dates. Among the 16 previously discovered sweeps are 5 well 
known targets of selection, as highlighted in Fig. 4. The strongest 
signal across all time periods corresponds to the HLA   region and 
neighboring gene ZKSCAN3 . HLA  encodes cell surface proteins 
that are involved in the adaptive immune system and has long 
been recognized as a target of selection (59, 60) and ZKSCAN3 
is involved in transcriptional regulation of autophagy-related genes 
and was reported as under selection in Mathieson et al. (35). We 
also detect a sweep spanning the OCA2/HERC2   genes, which is 
associated with light eye color in Europeans (35). We identify this 
signature across all four time periods, which was not observed in 
earlier scans of the same time transect (48, 58). Our scan also 
recovers a strong sweep signal at the LCT   locus, which is associated 
with lactase persistence into adulthood (61, 62). This signal is D
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restricted to the Holocene (H) period and the CEU population 
(Fig. 4), consistent with the rapid rise in frequency of the causal 
variant rs4988235 during this time. Notably, this allele was absent 
in Europe prior to the arrival of Steppe pastoralists in the Bronze 
Age and therefore could not have been under selection earlier (35, 
48, 58, 63–65). We also highlight a sweep overlapping the gene 
KITLG, associated with light hair and skin pigmentation and 
recently identified as a target of selection, and SLC22A4, associated 
with Crohn’s disease (4). We summarize the number of sweeps 
that overlap with previous work in SI Appendix, Figs. S12 and S13 
and Table S2. 

The remaining 32 ancient sweeps we identify represent novel 
candidates that, to our knowledge, have not been identified in 
previous studies. To understand if the genes within these 32 sweeps 
are enriched for any functions, we annotated all protein coding 
genes within 300 Kb distance upstream and downstream of the 
central SNP in the window with highest probability within a 
sweep using Ensembl Variant Effect Predictor (VEP) (Dataset S2). 
We next performed an enrichment analysis for previously identi-
fied genome-wide association study (GWAS) annotations on the 
set of mapped genes using Functional Mapping and Annotation 
of Genome-Wide Association Studies (FUMA) (66). We observed 
an enrichment in GWAS categories for human traits, including 
body measurements (e.g., hip circumference), neurological traits 
(e.g., brain morphology), metabolic traits (e.g., triglyceride levels), 
and immune- or autoimmune-related traits (e.g., type 1 diabetes, 
asthma). These results are reported in SI Appendix, Fig. S14.  

1.5. Hard Sweeps Were More Common than Soft Sweeps in 
Ancient and Modern Humans. We next analyzed whether sweeps 
discovered in aDNA and modern humans were predominantly 
hard or soft. The DANN classified all 58 sweeps (ancient and 
modern) in Fig. 4 as hard. In three cases, we observe that windows 
on the edges of the sweep are classified as soft (chromosomes 6 and 
15, Fig. 4 and SI Appendix, Fig. S15). This pattern is consistent 
with the “soft shoulder effect” (67), where recombination causes 
regions flanking a hard sweep to exhibit patterns that resemble a 
soft sweep. However, based on our sweep calling approach, these 
flanking regions are not classified as independent soft sweeps. 
Instead, they are grouped with adjacent windows into a single 
sweep, which is then labeled according to the window with the 
highest sweep probability. 

To evaluate whether the predicted hard sweeps may reflect a 
high rate of soft-to-hard sweep misclassification by the model, we 
use simulated data from the human admixture model to estimate 
the proportion of predicted hard sweeps that may correspond to 
soft sweeps misclassified as hard. Applying these rates (SI Appendix, 
Fig. S16) to our ancient hard sweep predictions, we estimate that, 
conservatively, 83% of detected sweeps are hard and 15% are soft, 
indicating that despite any potential for misclassification, hard 
sweeps were likely more common than soft sweeps in ancient 
human populations. It is important to note, however, that these 
error rate estimates are rough approximations based on simulated 
data, as the true labels in real aDNA are unknown. 

Additionally, to assess robustness of our results to the underly-
ing model of soft sweeps, we trained a model in which soft sweeps 
were simulated from SGV rather than recurrent de novo mutations 
(SI Appendix, Fig. S10B). We identified a total of 53 unique sweeps 
in aDNA, 43 of which overlap with the scan trained on de novo 
soft sweeps. Of the 53 sweeps, 38 are classified as hard in every 
time period in which they appear, 9 are classified as soft, and 6 
change from hard to soft over time. However, the predicted prob-
abilities for soft sweeps are low (0.34 to 0.44), only slightly above 
the value expected under random assignment among hard, soft, 

and neutral classes (0.33), indicating weak support for these soft 
sweeps. By contrast, predicted probabilities for hard sweeps range 
from 0.34 to 0.93, indicating much stronger support. Given 
uncertainty among the sweeps with lower probabilities, we tested 
a more stringent classification threshold for sweeps by doubling 
the 0.33 baseline to 0.66. Conditioning on hard and soft sweeps 
with predicted probabilities greater than 0.66, we identified 15 
hard sweeps and zero soft sweeps. 

To further validate whether the sweeps detected by the DANN 
are in fact hard sweeps, we visualized the haplotype structure of 
the window with the highest probability supporting the sweep 
classification of all sweeps detected in Fig. 4. By visual inspection, 
in all cases, we observe a single haplotype at intermediate fre-
quency across all windows, consistent with partial hard sweeps, as 
highlighted in 24 examples in SI Appendix, Fig. S17. These win-
dows are distinct from soft shoulders found on chromosome 6 of 
period H (SI Appendix, Fig. S18), whereby multiple haplotypes 
are at high frequency, and distinct from windows classified as 
neutral, whereby no haplotypes are at high frequency (SI Appendix, 
Fig. S18). 

In addition to the above, to further confirm inferences about 
the softness of sweeps made by the DANN, we compute the value 
of the haplotype homozygosity statistics H12 and H2/H1 (56) 
for the sweep candidates detected in Fig. 4A. These statistics have 
been previously used to detect and classify hard and soft selective 
sweeps, where H2/H1 is expected to be small for hard sweeps and 
large for soft sweeps, conditional on H12 being larger than 
expected under neutrality (56). To analyze the sweeps least likely 
to have H12 values consistent with neutrality, we focused on 23 
sweeps in total that had an H12 value greater than the 95th per-
centile of H12 values from 400,000 neutral simulations under the 
human admixture model. Using an approximate Bayesian com-
putation (ABC) approach to estimate whether each (H12, H2/ 
H1) pair observed in the aDNA is more likely to arise under a 
hard or soft sweep model (SI Appendix, Fig. S19 and Text S7), we 
find that 22 sweeps are better supported by a hard sweep model 
(BF < 1) with 15 showing strong support (BF < 0.5). Although 
this is confirmatory of the most extreme outlier selective sweeps, 
the DANN also identifies more than 25 additional sweeps whose 
signatures are indistinguishable from neutrality by H12, demon-
strating that the DANN and H12 capture nonredundant signals. 

1.6. Selective Sweeps through Time. The massive admixture 
events in which large fractions of the European population 
experienced genetic turnover may have important implications 
for the ability to detect selective sweeps over time. Previous work 
has suggested that sweeps in ancient populations may no longer 
be detectable in modern time periods due to a masking effect of 
admixture and drift (3, 48). Of relevance to our dataset, 33% of 
the ancestry of the Anatolian branch, from which our samples 
descend, is inferred to have been replaced by a Caucasus Hunter- 
Gatherers (CHG) population ~4.5 kya, overlapping samples from 
the BA and IA periods (Fig. 1 B and C). We asked whether sweeps 
detected before this admixture event are detectable subsequently, 
as this would imply resilience to major events and shared selective 
pressures through time. 

To investigate the potential impact of admixture on sweep 
detection across time, we quantified the overlap in selective sweep 
signals across the five time periods studied here. We found that 
among the ancient time periods (N-H), 35 sweeps are detectable 
in only one or two periods, suggesting either admixture and drift 
may in fact have had an impact on sweep detection or there may 
have been a relaxation in selection pressures (Dataset S3). However, 
at the same time, the remaining 13 ancient sweeps are detectable D
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in 3 or more time periods, with 10 persisting into the modern 
time period. 

We asked whether lack of overlap of sweep signals is correlated 
with the admixture event 4.5 kya. To do so, we measured the overlap 
in sweeps between pairs of ancestral time periods (N-H) using the 
Jaccard similarity index (J), which measures the proportion of shared 
elements between two sets relative to their union (SI Appendix, Text 
S8). We asked whether these observed Jaccard values were larger or 
smaller than expected under a null where sweeps are randomly dis-
tributed across time periods. We found that the farthest time peri-
ods, N and H, which have the admixture event separating them, 
had significantly less sharing of sweeps than expected by chance 
(J  = 0.17, P-val = 0.03, permutation test, SI Appendix, Fig. S20F 
and Text S8). This is consistent with some sweeps detected in the 
earliest time period (N) being lost due to the impact of admixture 
and/or drift over long timescales. However, the absence of sweeps 
in later periods may, in some cases, reflect limited power rather than 
true biological loss. Additionally, we found that two sets of consec-
utive time periods, (BA, IA) and (IA and H), have higher than 
expected sweep sharing (J  = 0.44-0.45, P-val < 0.05, permutation 
test, SI Appendix, Fig. S20 B and C and Text S8), indicating that on 
shorter time scales sweeps can persist. 

We further investigated whether lack of sweep persistence 
between time periods could be due to either the effects of admix-
ture or drift, or, due to relaxed selection pressures. To do so, we 
asked whether the most frequent haplotype, presumably carrying 
the adaptive mutation, of the 35 sweeps that are present in only 
1 or 2 time periods, is detectable in other periods (SI Appendix, 
Table S3). Since haplotypes can mutate over time, we assessed 
whether the most frequent haplotype at these sweeps is more sim-
ilar to any haplotype present in subsequent time periods than 
expected based on the average divergence between random pairs 
of haplotypes (SI Appendix, Fig. S21 and Fig. 5). In 18 cases the 
most frequent haplotype was eventually lost, suggesting that 
admixture and drift may have eroded these sweeps (Fig. 5A). 
However, in 17 out of 35 sweeps, the haplotype can be found in 
all subsequent time periods, despite the sweep not being detected, 
suggesting that admixture and drift did not completely erode the 
presence of the adaptive material over time and that instead selec-
tion pressures at these loci may have fluctuated.          

More broadly, despite there being significant nonoverlap in 
sweeps pre- vs. post admixture, 14 sweeps that were identified 
before the admixture event in either the Neolithic or Bronze Age 
time periods were also present after the admixture event in the 
Historical time period and modern humans (highlighted in gray 
vertical bands in Fig. 4 and also summarized in SI Appendix, 
Fig. S9). This suggests that admixture events may not have 
obscured all ancient sweeps and that some sweeps may have been 
subject to sustained selection pressures over time, implying their 
potential functional importance for human evolution. 

We asked whether sweeps that are shared across multiple time 
periods persist because the same haplotype carrying the adaptive 
allele remained under selection, or whether the original haplotype 
was replaced by a distinct haplotype, potentially introduced 
through admixture. Once again, we calculated whether the most 
frequent haplotypes of sweeps shared across time periods are more 
similar than expected. Out of the 14 sweeps detected on either 
end of the major admixture event spanning our dataset (Fig. 4), 
9 of these share the same most frequent haplotype across at least 
4 time periods, including periods where our method does not 
detect the sweep. This implies that the sweeping haplotype fre-
quently persisted despite widespread admixture. In Fig. 5B, we 
highlight 6 examples of these sweeps. Among these we include a 
more recent sweep at the LCT  locus where the recent rise of the 

adaptive haplotype is particularly evident. We note that the tem-
poral patterns highlighted in Fig. 5 A and B, which track haplo-
type frequencies at selective sweeps, are strikingly different from 
those in regions classified as neutral by the DANN (Fig. 5C), 
where no haplotype reaches high frequency and the distances 
between the most frequent haplotypes fluctuate. 

The genes identified in the 14 selective sweeps persisting 
despite the major admixture event fall into a few functional 
categories: These include neural and cognitive functions encoded 
by AUTS2 , ASCL1 , and SEMA6A, of which AUTS2  was previ-
ously discovered to putatively be under selection (68), neuronal 
signaling and calcium channels encoded by CACNB4 , exocytosis 
encoded by EXOC6B (69), and previously discovered adaptations 
at pigmentation genes OCA2 , HERC2 , and KITLG (4, 35). Most 
of these genes are either found solo within the coordinates of 
their respective selective sweeps, or with few other genes, nar-
rowing the targets of selection. Contained in sweeps with more 
genes are metabolic and nutrient processing genes like PAH and 
SLC38A9, reproductive and germ cell genes such as DDX4 , 
SPAG4, and protein quality control and signaling genes like 
LTN1 , USP16 , CCT8 , and MAP3K7CL (Dataset S3). Genes 
overlapping persistent selective sweeps are not significantly 
longer than genes genome-wide, suggesting that sweep detection 
is not biased toward long genes (SI Appendix, Fig. S22, P-val = 
0.22). Together, the gene categories present in the 14 sweeps 
persisting through history highlight functional classes, particu-
larly cognitive and pigmentation, that were potentially of great 
importance throughout the past 7,000 y of history. Future work, 
however, is needed to fully understand the nature of positive 
selection at these loci.   

2. Discussion 

In this study, our goal was to characterize the targets and mode of 
adaptation in ancient humans. To do this, we implemented a 
domain adaptive neural network that is able to detect and classify 
selective sweeps in aDNA data and is robust to model misspeci-
fication. We applied our model to aDNA from 708 samples span-
ning ~7,000 y in the past as well as 99 modern Europeans, and 
identified 48 unique ancient hard selective sweeps and 28 modern 
hard sweeps, recovering both previously known and novel candi-
dates of selection. Finally, we found that while some sweeps iden-
tified in the Neolithic are no longer detected in more recent time 
periods, 14 sweeps overlapping genes involved in neuronal, repro-
ductive, pigmentation, and signaling traits can be found in the 
earliest and latest time periods despite the impacts of drift and 
admixture. 

Past studies on humans have generally found few clear examples 
of hard sweeps in modern genomes (70, 71). Souilmi et al. pro-
posed that this paucity of classic sweeps reflects the impact of 
complex population history, in particular the masking of sweep 
signatures by strong admixture events. Using SweepFinder2 (72), 
which is primarily powered to detect completed hard sweeps, they 
identified 57 sweeps across ancient Eurasian human genomes, 
including many sweeps that are undetectable in modern data. Our 
DANN recovers several sweeps that show a similar pattern: of the 
24 sweeps detected in the most ancient time period of our study, 
the Neolithic, 41% are not detected in the following periods (SI 
Appendix, Fig. S9). However, our results also reveal additional 
dynamics not previously captured: the persistence of sweeps across 
time periods, even those most impacted by admixture. First, we 
observed sweeps in which the most frequent haplotype is shared 
across multiple time periods, even when the sweep is not detected 
by the DANN in all time intervals (Fig. 5). This pattern might D
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A 

B 

C 

Fig. 5. Persistence of the most frequent haplotype across time. (A) Three examples of sweeps that are no longer detected with the DANN after time period 
N. In the two leftmost panels the top haplotype is completely lost, whereas in the rightmost panel the haplotype persists at lower frequency in subsequent 
periods but is no longer classified as a sweep by the DANN. (B) Six examples where the most frequent haplotype persists across multiple time periods. (C) Three 
examples of windows classified as neutral in all time periods. In all panels, the blue line (left y-axis) shows the frequency of the most frequent haplotype in four 
ancient populations (N–H) and in the modern population (CEU). The gray line (right y-axis) shows the normalized Hamming distance between the most frequent 
haplotype in each time period and the most frequent haplotype in CEU in the case of (A) or in period N in the case of (B and C). The horizontal red dashed line 
marks the 1st percentile of the distance between random haplotype pairs, with values above this threshold indicating distinct haplotypes. We highlight with a 
star (*) the time periods for which the window was classified as a sweep using the DANN. 

reflect standing genetic variation, where the haplotype has not 
been driven by selection to a high enough frequency to be detected 
by the DANN. We also detect cases where the most frequent 
haplotype appears in nonconsecutive periods, suggesting more 

complex evolutionary dynamics such as fluctuating selection or a 
temporary replacement of the most frequent haplotype driven by 
admixture or migration that obscure detection of the sweep in 
some time intervals. D

ow
nl

oa
de

d 
fr

om
 h

ttp
s:

//w
w

w
.p

na
s.

or
g 

by
 C

O
L

D
 S

PR
IN

G
 H

A
R

B
O

R
 L

A
B

O
R

A
T

O
R

Y
 o

n 
Ju

ne
 2

6,
 2

02
6 

fr
om

 I
P 

ad
dr

es
s 

14
3.

48
.6

.4
9.



10 of 11   https://doi.org/10.1073/pnas.2528672123 pnas.org 

The finding that hard sweeps were more common than soft 
sweeps in aDNA suggests that adaptation in humans has largely 
been mutation limited, or that SGV available to seed adaptation 
was low. Even accounting for a 16% misclassification rate of soft 
sweeps as hard sweeps (SI Appendix, Fig. S16), hard sweeps remain 
the dominant mode of selection in aDNA. The high frequency of 
hard sweeps in the data is consistent with the notion that hard 
sweeps are expected to dominate in populations with small pop-
ulation sizes, where the input of new adaptive mutations is low 
(7, 73). In ancient human populations, the effective population 
size is estimated to be relatively small (52) (Ne    ~ 104), therefore 
the input of new adaptive mutations was likely moderate (ΘA   ~ 
0.001), making adaptation through hard sweeps likely. We con-
firmed the DANN is not inherently biased toward hard sweeps 
by testing it on a North American population of  Drosophila 
 melanogaster   where there are three well-characterized cases of soft 
sweeps (74–80) and successfully recovered all known sweeps as 
soft (SI Appendix, Fig. S23 and Text S9). Nonetheless, given the 
inherent challenges of distinguishing between hard and soft 
sweeps, especially in regions of the parameter space where their 
genomic signatures overlap, additional work will be needed to 
fully resolve the rapidity of human adaptation. 

Domain adaptation provides meaningful improvement on 
supervised machine learning methods for analyzing genomic data. 
With the significant increase in available aDNA samples over the 
past decade (81, 82), domain adaptation may be especially valu-
able, as aDNA analyses may be susceptible to false positives due 
to unmodeled or unknown demographic events as well as the 
overall poor quality of the data. Domain adaptation was recently 
applied to SIA, a method that detects selection using the ancestral 
recombination graph (ARG) inferred from sequence data (20, 27). 
Here, we bypass ARG inference, which is computationally inten-
sive and can introduce an additional layer of misspecification, by 
working directly with haplotype matrices. In other recent work, 
site frequency spectra were used as inputs to the DANN, though 
this summary statistic removes any linkage signal between SNPs 
(83). By working with haplotypes (18), we can fully leverage all 
available data without the need for additional inferences, making 
it more straightforward and better suited for hard vs. soft sweep 
inference in aDNA. This framework is generalizable and in future 
work could be extended to other organisms with low coverage 
data or where the demography is not fully characterized. 

Our findings highlight the power of deep learning for uncov-
ering signatures of selection in aDNA data. By applying a DANN 
to aDNA data, we find that hard sweeps have played an important 
role in the evolutionary history of humans. Moreover, our approach 

opens the door to a range of future applications of deep learning 
in aDNA to study adaptation, including incorporating time as an 
explicit variable to examine how selection has fluctuated across 
historical periods or extending our approach to detect other modes 
of selection. In future work, ancient DNA could be used to pin-
point the specific mutations underlying putative sweeps and to 
narrow the set of variants prioritized for functional validation. For 
example, if a sweep is inferred to initiate in a particular time 
interval, one could focus on mutations that arose during that 
period or on environmental changes that plausibly altered selec-
tion pressures. As ancient DNA datasets expand and deep learning 
approaches for population genetics mature, it should be possible 
to link inferred sweeps more directly to their molecular targets 
and to the ecological and historical contexts in which they arose. 

3. Methods 

Detailed descriptions of data accessibility, selective sweep simulations, data pro-
cessing, DANN architecture and training, and the implementation of genome- 
wide scans in aDNA are provided in SI Appendix. 

3.1 AI disclosure. ChatGPT-4 was used for assistance with code and code 
debugging. All analyses and results were independently validated. 

Data, Materials, and Software Availability. Ancient DNA data were obtained 
from the Allen Ancient DNA Resource (AADR, version 51; https://dataverse.har-
vard.edu/dataset.xhtml?persistentId=doi:10.7910/DVN/FFIDCW). Modern human 
DNA data from 99 European samples (CEU) were obtained from the 1000 Genomes 
Project (53). D. melanogaster data were downloaded from the publicly available 
Drosophila Genome Nexus dataset (84), which includes 205 Drosophila Genetic 
Reference Panel (DGRP) strains from Raleigh, North Carolina. These data can be 
downloaded at www.johnpool.net. All computer code associated with this manu-
script is available at https://github.com/garudlab/DANNsweeps. 
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